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Motivation and contributions Method: Variational Co-Evolution

Reliable reasoning depends on both how a model solves a problem and how it constructs useful One LLM generates guidance, solves the task, reflects on failures, and learns from verified outcomes. Avg / P@16: direct answering. Avg* / P@16*: self-generated guidance. Avg is averaged over 16 test runs; all values are percentages.

guidance. Optimizing only one component can leave the other as a bottleneck.
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The missing loop. Prompt search often assumes a fixed solver; solver training often assumes fixed [ pana N Avg Avg” Pole POIe” | Avg Avg® Pele Pole” | Avg Aver Pol6 POle” | Ave Ave Tole TFOI6
prompts. As the model evolves, the two can become misaligned. Task Qwen3-8B 91.0 912 958 958 | 59.8 600 80.0 833 | 460 473 700 733 | 686 690 822 800
095 05 0.75 Qwen3-8B+GRPO | 920 92.0 952 954 | 623 629 833 833 |51.7 508 767 767 | 713 719 822 844
1 1\ Prompt i N N Qwen3-8B + VCE 93.3 940 980 988 | 648 660 900 967 | 544 552 833 867 | 742 749 911 933
VCE closes the loop with three ingredients: ¥=| Ground Truth Test | —> /; /; /; /; Qwen3-4B 884 887 942 946 | 488 473 667 767 | 323 354 533 600 | 583 606 733  75.6
.y T - o - - — Qwen3-4B+GRPO | 90.1 90.0 958 946 | 492 506 700 733 | 385 394 567 567 | 607 635 756  77.8
1. A variational objective that links latent prompt decisions to downstream solution quality. K Y Solut|on/ / Qwen3-4B + VCE 9.7 926 974 982 | 519 540 800 867 | 408 438 633 667 | 632 661 822 844
2. Outcome-driven self-reflection that refines guidance using failed reasoning attempts. @ @ Qwen3-1.7B 829 842 930 944 1 292 321 633 700 | 254 275 400 500 | 538 572 711 733
S Se|f Reflection Qwen3-1.7B+ GRPO | 83.6 848 934 938 | 352 356 667 700 |[271 267 467 533 | 556 578 778  77.8
. . . . . . wen3-1.7B+VCE | 858 875 956 972 | 375 394 733 800 | 306 327 533 633 |579 592 80.0 822
3. Coupled RL updates that improve prompting and solving with one shared language model. Reinforcement Learning 2
with VCE AIME2024, 8B: direct Avg rises from 59.8 to 64.8 and Pass@16 from 80.0 to 90.0 (base — VCE).
Variational foundation With self-generated guidance, Pass@16 reaches 96.7%, a 13.4-point gain over GRPO on the same setting.
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For question ¢ and solution observation D, treat prompt p as a latent decision. The shared policy — + P
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Introduce a prompt distribution w. Nonnegative KL divergence gives a lower bound on solution likelihood: E| £, Rollout Samples 96 —
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L pr[log o (D,p ‘ Q) 10gw(p ‘ Q)] ' 1. Generate and solve. Sample n prompts and m solutions under 2. Verify and reflect. Test solutions; use failures to produce a Pass@k Pass@k Pass@k Pass@k
each prompt. refined prompt. MATH500 | 4B AIME2024 | 4B AIME2025 | 4B AMC2024 | 4B
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(p | (]) o 7Teold(p | D? C]) 3. Resample solutions. Generate [ new solutions for each refined 4. Co-evolve. Collect rollouts and iteratively update prompting and 3 g " 2 2
prompt and verify them. solving. ggz 560 /\// 545_ / §72_
Refine the prompt distribution. With the policy fixed, the optimal distribution conditions on observed g g g <
45 -

solutions. Self-reflection implements this posterior-guided refinement.
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PrOmpt generatiOn Capablllty MATH500 | 8B AIME2024 | 8B AIME2025 | 8B AMC2024 | 8B

Improve the shared policy. With the refined distribution fixed, increase the expected log-probability of

orompts and correct solutions through reinforcement learning. Apply generated guidance to the unchanged base solver to isolate improvements in prompt quality.
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Coupled reinforcement learning
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Prompt reward: prefer guidance that produces a higher fraction of correct solutions.

m
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Each b;;, € {0,1} comes from the ground-truth test. Prompt quality is measured by downstream outcomes,
rather than a task-agnostic heuristic.

VCE’s advantage persists from Pass@1 to Pass@16 across all three model scales and four benchmarks.
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Ablation studies
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/ Prompt Only 91.1 91.8 96.0 96.6 59.6 61.3 80.0 86.7 45.8 48.3 70.0 76.7 68.8 70.1 82.2 82.2
- ) | Qwen3-8B Solution Only | 91.8 924 96.4 97.2 62.5 63.1 83.3 86.7 51.5 52.1 76.7 80.0 71.7 724 84.4 88.9
o AMEDz24 AIME2D25 AMC2024 SFT 921 926 92 975 | 621 638 8.7 9.0 |59 517 8.0 83 |713 728 867 9Ll

h — d( ~) AA: average accuracy gain; AP: Pass@16 gain. Results average three model sizes; VCE yields the largest gains on all four benchmarks. VCE 93.5 9407 980 988 ] 646 660  90.0 967 | 44 552 833 867 | 742 749 911 93.3

PromptOnly | 88.5 894 94.4 95.2 49.0 4838 66.7 80.0 325 369 53.3 63.3 58.1 61.7 73.3 77.8
Solution Only | 904  90.1 95.2 95.6 492 513 70.0 76.7 388 394 56.7 60.0 61.1 63.8 77.8 80.0
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Solution reward: calibrate correctness by the empirical success rate of its associated prompt. :

sol
R, =

CAL(ﬁ) + Y . Qwen3-4B gpr 902 911 958 965 | 502 510 733  80.0 | 385 404 600 633 | 617 644 756 822
Experlmental SEtup VCE 9.7 926 974 982 | 519 540 80.0 867 | 408 438 633 667 | 632 661 822 844
Here a(p) is the mean correctness under prompt p; ~ stabilizes the denominator. The centered reward uses both PromptOnly | 829 849 932 950 | 296 333 633 733 | 252 285 400 533 | 540 585 711 756
alp) . P PLD: 7 Data and models: ~8K MATH problems (levels 3-5); Qwen3-1.7B, 4B, and 8B. Evaluation: MATH500, AIME2024, AIME2025, AMC2024. sy SolutionOnly | 838 850 934 946 | 358 358 667 700 |27.1 281 467 533 | 564 578 756 778
SUCCGSSfu| and unSUCCGSSfUI SOIU“O”S. Qwen3- SFT 84.3 85.6 93.8 95.0 35.4 36.7 70.0 73.3 27.7 2773 50.0 56.7 55.8 58.3 77.8 80.0
VCE 85.8 87.5 95.6 97.2 375 394 73.3 80.0 30.6 32.7 53.3 63.3 579 59.2 80.0 82.2
Stable updates. Normalize rewards into advantages and iteratively optimize both policies with clipped polic Sampling: n = 8, m = 4, [ = 4; temperature 1.0, top-p 0.95, top-x 20.
L P L J y Op P e POTICY Joint training matters. VCE outperforms prompt-only, solution-only, and SFT training. SFT uses positive rollouts; VCE also learns
objectives and KL regularization. Optimization: learning rate 1.5x107% KL coefficient 0.01; 8 H200 GPUs. VCE and GRPO use matched rollout-token budgets.

from negative outcomes.

Takeaway: Better guidance and stronger solvers improve together under a unified variational RL objective. openreview.net/forum?id=x2pleWjnM9
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