Measuring Task-Agnostic Training Data Influence Across Language Model Pretraining
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1. Key Takeaways 3. Methodology & Main Results 4. Analysis

Top Contributors’ Domain Composition

B Task-agnostic training data influence
measures progress towards the final
pretrained parameters, not just individual

downstream tasks.

B Influential data shift over training:
literature-related examples early,

STEM examples later.

- Params.
2. Introduction

Background: Training data influence

B Which examples shape a model, and when?

Challenge: Assessing pretraining influence

Top Contributor

Top Contributor

Domain: Science
... the FNC method has been
used again and in addition,

Domain: Hobbies

... Kaminsky: Yeah, exactly.
AJK: And they kept through,

right, yeah, which is -- yeah, partial pair correlation Final
and again some of your -- I functions (g; j (r)) from MD Params
just, you know, see for ... simulations have been ... ® :
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Bottom Contributor Bottom Contributor

Initial
Domain: Science

... The axioms TKF10 and
TKF11 allow us to infer that
Dy(CITm(y) ATxp(y/x)y) A

@y(ClTm(y) - Txp(y/x)y)
must hold at $w$. ...

Domain: Literature

... “I've the best news,” Khiri
said. Hal, who was still
brooding about his seemingly
unavoldable retirement,
grumped something, ...

Intuition

B Most methods measure influence on a specific
task, capturing only part of training dynamics.

Our approach: A task-agnostic measure

B Use the final parameters as a common

reference for model capabilities; measure
update alignment toward the final model.

B Influential examples move the model
toward its final pretrained parameters.

How we measure it

B We quantify how much each example's
update reduces the squared L2 distance
to the final parameters.

B Larger reduction = higher influence.

B STEM: Internet

B STEM: Computers

40 60 80 100 120 140
Training Steps [x103]

B STEM: Science

Bottom Contributors’ Domain Composition == Others: Hobbies

100

wz7Z2 Others: Adult

80

I Others: Literature

(o2}
o

Domain Share [%]
N
o

0
0 20 40 60 80 100 120 140

Training Steps [x103]

Experiments & Domain shift
B Main plot: Pythia-1.4B-Deduped.

B Estimate contribution on actual training-
stream examples from checkpoints.

B Classify examples into 26 domains; compare
the domain mix of the top/bottom 5%.

B Literature-related data are influential
early; STEM data become influential later.

Contribution Dynamics

B Mean contribution peaks in the middle stage,
then declines toward the end.
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Text Difficulty (PPL) vs. Contribution
B Use Pythia-12B PPL as a difficulty signal.
B 1,000 examples per training interval;
split into 5 PPL bins.
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