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Summary

Should you replace your embedding pipeline with an
LLM? We compare 10 LLMs across six families with 26
embedding models on 37 tasks in five categories, with
exact cost accounting for every model.

In aggregate they tie: /7.6 vs. 77.2. LLMs lead on
reasoning-heavy retrieval; embeddings lead on
classification; the other three categories are statistical
ties.

An LLM pays 1,431x more for that tie ($154 vs. $0.11
per benchmark pass), reasoning tokens are 28—81% of

that bill, and embeddings run 736x faster on the same
GPU.

Use embeddings by default, and an LLM only to rerank
a shortlist on reasoning-heavy retrieval.

Mean MTEB(LLM) score

Overall leaderboard

Embedding Models

Jinhyuk Lee - Independent Researcher

Cost vs. performance

1,431 % the cost for +0.4 points
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Reranking an embedding shortlist
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Classification
Which label fits?

Clustering
Which belong together?

“Loved every
minute of it.”

“A total waste

of time.”
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(reasoning-heavy)

B Qwen3-8B alone
| + cross-encoder 4B
60 M + LLM reranker 27B
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MTEB(LLM): 37 tasks in five categories

Semantic Similarity
How close in meaning?

“The cat sat @ “A cat sits
on the mat.” on arug.”
“A man plays “A woman sings
guitar.” a song.”
“The market “She baked
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crashed. a cake.

Pair Classification
Do these ask the same thing?
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Cost vs. performance by category
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Retrieval
Which document answers this?

“How long does flu immunity last?”

“Can | get “Will 1 get _
a refund?’ my money back? ~ EmPedding LLM
0.12 doc 1 Wash hands for 20 seconds. h
"Can | edit "How to change 0.38 doc 2 Symptoms appear in days.
my address?” my address?”
0.91 doc 3 Protection wanes in 6 months. _» doc 3
“How do | reset “How do | reset :
my password?” my username?” doc n Flu season peaks in December.
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